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ABSTRACT: Software agents acting for stores, a Distribution Centre (DC) and a plant share resources, and when their orders 

exceed supply, the rule that resolves the conflict shapes cost and service. This paper formulates coordination under four shared 

resources, namely DC stock, outbound transport, DC storage space and production capacity and proposes a coordination layer 

that aggregates agent state, detects conflicts, allocates scarce resources to equalise projected stock-out risk, and checks planned 

production against storage space. The layer is evaluated in a three-stage simulation driven by the real daily sales of 50 products 

per sample in ten Walmart stores (M5 data), over 20 samples, tuned on 2014 and tested on 536 later days. Proportional rationing 

cost 18.6% less than serving agents first come, first served. Echelon ordering on shared sales data cost 8.6% more, mainly 

because stock stranded at one store could not serve another. With stores merged, it cost 4.4% less. The coordination layer 

matched proportional rationing when capacity was slack and cost 4.7% to 11.9% less when production or transport ran at 95% 

to 98% utilisation, and it kept the fill rate 1.7 points higher during a production disruption. Balanced allocation drove most of 

these gains. The storage check helped only when transport was the bottleneck and raised cost when storage was tight, so balanced 

allocation without it was the best configuration in all other scenarios. Conflict-aware allocation pays off where resources run 

near their limits, and hard constraint checks must weigh the cost of what they prevent. 

 

KEYWORDS: Multi-Agent Systems, Supply Chain Coordination, Shared Inventory, Capacity Constraints, Resource Allocation, 

Information Sharing, Bullwhip Effect, Inventory Management, M5 Dataset. 

 

1. INTRODUCTION 
A supply chain is run by many decision makers at once. A plant schedules production, a Distribution Centre (DC) replenishes 

its stock and ships to stores, and each store orders from the DC. When these decisions are delegated to software agents, each 

agent sees its own state and acts on its own objective, which suits organisations where control and information are spread across 

sites and firms [1], [2]. The difficulty is that the agents draw on the same limited resources. Several stores request the same DC 

stock, all products compete for the same production line, and all shipments leave through the same outbound dock and trucks. 

When requests exceed what is available, the rule that resolves the conflict decides who is served, and the orders that agents place 

in anticipation of being rationed can amplify variability upstream [3], [4]. 

 

The classical literature gives most of the ingredients for handling this. Sharing point-of-sale demand and inventory positions 

reduces the bullwhip effect [3], [5], [6]; echelon stock policies coordinate replenishment across stages [7], [8]; and allocation 

rules for scarce stock and capacity have been studied analytically [9], [10], [11], [12]. Agent-based studies of supply chains have 

proposed architectures in which a coordination layer collects state, detects conflicts and allocates resources [13], [14], [15], [16], 

and recent work has returned to autonomous agents built on reinforcement learning [17], [18], [19] and large language models 

[20], [21], [22]. Many of these agent studies describe architectures or report results in stylised settings, and few measure which 

parts of a coordination layer matter when several shared resources bind at once under real demand. 

 

This paper studies that question in a controlled simulation. We model a three-stage chain with one plant, one DC and ten retail 

stores, in which the agents share four resources, namely DC stock, outbound transport capacity, DC storage space and plant 

production capacity. Customer demand is the real daily unit sales of 50 products in ten Walmart stores from the M5 dataset [23]. 

The agents themselves follow classical order-up-to policies, and the coordination rules we compare are built from classical 

components, namely proportional rationing, echelon ordering, balanced allocation and a storage check. The paper is therefore an 

empirical comparison of how these rules perform, alone and combined in a coordination layer, when several shared resources 

bind at once under real demand. It makes three contributions. 

 A formulation of the shared-resource coordination problem with explicit inventory, transport, storage and production 

constraints, and a coordination layer that aggregates agent state, detects conflicts, allocates scarce stock, transport and 

production to equalise projected stock-out risk, and checks planned production against storage space (Sections 3 and 

4). 

 A comparison of five mechanisms (independent agents, proportional rationing, information sharing with echelon 

ordering, and the coordination layer with installation or echelon ordering), each with safety factors tuned on a separate 

calibration year, over 20 random product samples (Sections 5 and 6). 
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 An assessment of when coordination matters, across levels of production, transport and storage tightness, a production 

disruption, a regional demand surge and different cost parameters, with an ablation of the layer's components and 

measurements of bullwhip, communication and computation (Section 6). 

 

2. RELATED WORK 
2.1. MULTI-AGENT SYSTEMS FOR SUPPLY CHAINS 

Agent-based models of supply chains date back more than two decades. Swaminathan et al. [13] represented supply chain entities 

as agents to study supply chain dynamics, and Fox et al. [14] proposed an agent-oriented architecture for coordinating supply 

chain functions. Lee et al. [24] applied a multi-agent system to supply chain management in a similar spirit. Later systems 

combined agents with case-based reasoning [1], collaborative inventory management [25], radio-frequency identification data 

[26] and big data processing [27], and autonomous trading agents were developed for supply chain competitions [28]. Surana et 

al. [2] described supply networks as complex adaptive systems whose behaviour emerges from the interaction of autonomous 

entities, and Herrera et al. [29] reviewed multi-agent systems in systems engineering. Xu et al. [16] discussed how autonomous 

supply chains can be implemented with multi-agent systems and identified coordination, interoperability and trust as the main 

open problems. Contract-net style negotiation [15] and case-based collaboration [1] are common coordination mechanisms in 

this literature. Coordination mechanisms more broadly, including contracts and information sharing, are reviewed by Li and 

Wang [30], and game-theoretic coordination by Hennet and Arda [31]. 

 

2.2. INFORMATION SHARING AND THE BULLWHIP EFFECT 

Lee et al. [3] identified demand signal processing, rationing games, order batching and price variation as causes of the bullwhip 

effect, and Chen et al. [5] quantified how forecasting and lead times amplify order variance in a simple chain. Sterman [4] showed 

the same amplification in the beer game with human decision makers. Sharing point-of-sale data and inventory positions reduces 

this amplification, and its value has been quantified for uncapacitated [6] and capacitated [32] chains. Echelon stock policies, 

which base each stage's order on all stock downstream of it, are optimal for serial systems [7] and are a standard way to use 

shared information [8], [33]. Özer [34] reviews how information, coordination and incentives interact in inventory management. 

 

2.3. ALLOCATION OF SCARCE INVENTORY AND CAPACITY 

When a DC cannot meet all store orders, it must ration its stock. Eppen and Schrage [9] introduced allocation rules that balance 

the stores' stock-out risk, and van der Heijden et al. [10] compared balanced and proportional allocation in multi-echelon 

distribution systems. Cachon and Lariviere [11], [12] showed that proportional allocation of scarce capacity invites retailers to 

inflate their orders, which links rationing to the bullwhip effect. Coordinated replenishment across several retailers can lower 

cost compared with independent ordering [35], and collaborative planning schemes such as Collaborative Planning, Forecasting 

and Replenishment (CPFR) formalise the sharing of plans between partners [36], [37]. Safety stock placement across stages is 

treated by Graves and Willems [38]. Integrated planning under capacity limits is surveyed by Dias and Ierapetritou [39]. 

 

2.4. LEARNING-BASED AND LANGUAGE-MODEL AGENTS 

Reinforcement learning has been applied to inventory control, production and transport decisions [17], and deep Q-networks 

have been trained to play the beer game [18]. Multi-agent reinforcement learning methods such as QMIX [40], MADDPG [41] 

and COMA [42] learn decentralised policies with centralised training, and Yang et al. [19] combined a demand forecaster with 

multi-agent reinforcement learning for retail inventory. Large language models have been used to explain supply chain 

optimisation results [20], to act as zero-shot inventory agents at each stage of a chain [21], and have been shown to display 

human-like biases, including bullwhip behaviour, when acting as inventory managers [22]. Language models can also produce 

fluent but unsupported output [43], which is one argument for checking their decisions against explicit constraints. These 

approaches change how an agent decides. The question studied here is complementary, namely what a coordination layer should 

do with the requests of agents, however those requests are produced. 

 

3. PROBLEM FORMULATION 
3.1. NETWORK AND AGENTS 

The chain has one plant, one DC and a set R of retail stores, indexed by i, and carries a set P of products, indexed by p. Each 

store is represented by a store agent, the DC by a DC agent and the plant by a plant agent (Figure 1). Time is divided into days. 

Customer demand di,p,t for product p at store i on day t is met from store stock, and demand that cannot be met is lost. Store 

orders that the DC cannot fill are backordered at the DC. Goods shipped by the DC are available at the store Lr days later, and 

production released by the plant is available at the DC Lm days later. Agents observe sales, not demand. 
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FIGURE 1 Supply Chain Network, Shared Resources and Coordination Layer. The Plant, The DC and the Stores are Agents. The 

Four Shared Resources are Production Capacity K, DC Stock, Outbound Transport Capacity T And Storage Space W. The 

Coordination Layer Collects Orders and State, Detects Conflicts, Allocates and Checks the Plan Before it is Executed 

 

Each day proceeds in the same order (Figure 2). Production and shipments that are due arrive. Stores serve customer demand 

and update their forecasts from the day's sales. Stores place orders, the DC allocates its stock and transport to outstanding store 

orders, the DC orders from the plant, and the plant allocates its capacity to its backlog of DC orders. Costs are charged on end-

of-day stock. 

 

3.2. SHARED RESOURCES AND CONSTRAINTS 

Let ui,p,t be the outstanding (backordered) orders of store i for product p at the DC after the store's order on day t, xi,p,t the quantity 

the DC ships, Jp,t the DC's stock of product p before shipping, Bp,t the plant's backlog of DC orders and yp,t the quantity the plant 

releases to production. The four shared resources impose the following constraints. 

0 ≤ xi,p,t ≤ ui,p,t,   Σi xi,p,t ≤ Jp,t   (shared stock) (1) 

Σi Σp xi,p,t ≤ T   (shared outbound transport) (2) 

0 ≤ yp,t ≤ Bp,t,   Σp yp,t ≤ Kt   (shared production capacity) (3) 

Σp J'p,t ≤ W   (shared storage space, soft) (4) 

 

Where Kt equals the nominal capacity K except during a disruption, and J'p,t = Jp,t − Σi xi,p,t is end-of-day DC stock. Constraints 

(1) to (3) are hard. Constraint (4) is soft, because stock above W is kept in overflow space at a premium. 

 

3.3. COSTS AND OBJECTIVE 

With Ii,p,t the store stock at the end of day t and si,p,t the units sold, the daily cost is 

 Ct = hr Σi,p Ii,p,t + hd Σp J'p,t + b Σi,p (di,p,t − si,p,t) + co [Σp J'p,t − W]^+ (5) 

 

where hr and hd are holding costs per unit-day at the stores and the DC, b is the cost of a lost sale, and co is the overflow premium 

per unit-day. The objective of the chain is to minimise the mean daily cost over the horizon. Each agent controls only part of it, 

and the coordination mechanism decides how the agents' orders are reconciled with constraints (1) to (4). 

 

4. COORDINATION FRAMEWORK 
4.1. LOCAL AGENT POLICIES 

All store agents use the same order-up-to policy, reviewed daily. Each keeps an exponentially weighted moving average of its 

daily sales, μ̂i,p, and of its squared forecast error, σ̂²i,p, with smoothing constant α = 0.1. A unit ordered on day t can arrive at the 

earliest on day t + Lr, and the next order can arrive a day later, so the order must protect against demand over Lr days. The target 

and the order are 

Si,p,t = μ̂i,p Lr + zr σ̂i,p Lr
1/2,   qi,p,t = [Si,p,t − IPi,p,t]^+ (6) 

 

where the inventory position IP is stock on hand plus stock in transit plus outstanding orders at the DC, and zr is a safety factor. 

The DC agent also uses an order-up-to policy, in one of two forms. Without shared information, it forecasts the orders it receives 

from stores and orders up to 

Sinst
p,t = μ̂ord

p Lm + zd σ̂ord
p Lm

1/2 (7) 
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against its installation inventory position, which is DC stock plus production in progress plus plant backlog minus outstanding 

store orders. With shared information, it forecasts total point-of-sale sales, μ̂p, and orders up to an echelon target. 

Sech
p,t = Σi Si,p,t + μ̂p Lm + zd σ̂p Lm

1/2 (8) 

 

against its echelon inventory position, which is DC stock plus production in progress plus plant backlog plus the stores' stock on 

hand and in transit [7], [33]. Store orders that are still outstanding are internal to the echelon and do not enter it. The plant agent 

produces to order from its backlog within the capacity it is allocated. 

 

4.2. COORDINATION LAYER 

The coordination layer runs twice in each day, once when the DC allocates its stock and transport and once when the plant 

allocates its capacity (Figure 2). It has four components. 

 

 
FIGURE 2 One Day of the Simulation. The Coordination Layer Acts at the Two Allocation Steps, After the Stores Have Ordered 

and After the DC Has Ordered. The Resulting Stock, Shipments and Backlog are Every Agent's State on the Next Day 

 

 Shared-state aggregator:  Each store posts its order together with its stock on hand and in transit, its sales forecast and 

its forecast error. The DC posts its stock, the space it has left and its order to the plant, and the plant posts its backlog 

and production in progress. 

 Conflict detector: A conflict exists when orders exceed availability for a shared resource, that is, when outstanding store 

orders for a product exceed DC stock, when they exceed transport capacity T in total, when the plant backlog exceeds 

capacity Kt, or when planned production would push projected DC stock above W. When there is no conflict, every 

order is filled in full. 

 Allocator: When a conflict exists, the allocator balances projected stock-out risk. For each store and product it computes 

the risk index 

ki,p = ( Ai,p + xi,p − μ̂i,p Lr ) / ( σ̂i,p Lr
1/2 ) (9) 

 

where Ai,p is the store's stock on hand and in transit. The index is the number of standard deviations of protection-period demand 

that the store would hold after the shipment. The allocation raises the lowest indices first, up to each store's outstanding order. It 

is found by water-filling. For each product, the level λp is the highest value at which xi,p = min(ui,p, max(0, σ̂i,p Lr
1/2 (λp − k⁰i,p))) 

satisfies constraint (1), where k⁰ is the index before shipment. If the resulting total exceeds T, a common ceiling λ ≤ λp is lowered 

until constraint (2) holds. Under a normal approximation of protection-period demand, this equalises the stores' stock-out 

probabilities, which is the principle behind balanced allocation [9], [10]. Production capacity is allocated in the same way across 

products, using the echelon index (Ep + yp − μ̂p Le) / (σ̂p Le
1/2), where Ep is the physical echelon stock (DC stock, production in 

progress, and store stock on hand and in transit) and Le = Lm + Lr. 

 

Constraint checker Before production is released, the checker projects end-of-day DC stock on the day the production will arrive, 

as current end-of-day stock plus all production in progress minus expected shipments over the next Lm days. It caps total release 

at the space that would remain under W, and at Kt. Released quantities are removed from the backlog, oldest order first. The plan 

is then executed, and the resulting stock, shipments and backlog enter the next day's state. 

 

4.3. MECHANISMS COMPARED 

Table 1 lists the five mechanisms and two ablations. They share the same agents and the same store policy, and differ in the 

information the DC agent uses, the rule that resolves conflicts and whether the storage check is applied. The independent 

mechanism is the case in which each agent acts on its own information and resources are taken on a first-come, first-served basis. 

At the DC, stores are served in a random order each day, and each store's outstanding orders are filled in full while stock and 

transport last. At the plant, the oldest orders are produced first. Proportional rationing fills every outstanding order by the same 

fraction when a resource is short, which is common in practice and is the rule analysed by Cachon and Lariviere [12]. Information 

sharing replaces installation ordering with echelon ordering on shared point-of-sale data. The coordinated mechanism adds the 

allocator and the constraint checker to installation ordering, and the coordinated mechanism with echelon ordering adds them to 

information sharing. The two ablations remove the allocator or the checker from the coordinated mechanism. Both coordinated 
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mechanisms use shared information for allocation, namely the stores' stock positions and forecasts at the DC, and the chain's 

sales forecast and its error for allocating production and projecting DC stock in the storage check. 
 

TABLE 1 Coordination Mechanisms. Each Row Keeps the Store Policy (6) and Differs in the DC Ordering Rule, The Allocation 

Rule at the DC and the Plant, and the Storage Check 

Mechanism DC Ordering Allocation Of DC Stock And 

Transport 

Allocation Of 

Production 

Storage 

Check 

Independent Installation (7) First come, first served 

(random store order) 

Oldest order first No 

Proportional Installation (7) Proportional to outstanding 

orders 

Proportional to 

backlog 

No 

Information sharing Echelon (8) Proportional to outstanding 

orders 

Proportional to 

backlog 

No 

Coordinated Installation (7) Balanced stock-out risk (9) Balanced echelon risk Yes 

Coordinated, echelon Echelon (8) Balanced stock-out risk (9) Balanced echelon risk Yes 

Coordinated without 

balanced allocation 

Installation (7) Proportional to outstanding 

orders 

Proportional to 

backlog 

Yes 

Coordinated without 

storage check 

Installation (7) Balanced stock-out risk (9) Balanced echelon risk No 

 

5. EXPERIMENTAL DESIGN 
5.1. DEMAND DATA AND PRODUCT SAMPLES 

Customer demand is taken from the M5 competition data [23], which records the daily unit sales of 3,049 products in ten Walmart 

stores in California, Texas and Wisconsin from 29th January 2011 to 19th June 2016, including the final 28-day evaluation period. 

We use the 2,136 products that had recorded a sale in every one of the ten stores by 3rd October 2013, and of these, the 1,221 

products that sold at least 5 units a day across the chain on average in the 90 days before 1st January 2014. For each of 20 random 

seeds we draw 50 of these products, so each sample has 500 store-product series. Two samples share on average 2 of their 50 

products. Recorded sales are used as demand, so days on which a store was out of stock understate demand. 

 

The simulation starts on 3rd October 2013. The first 90 days are a warm-up. The calibration year runs from 1st January to 31st 

December 2014 and the test period from 1st January 2015 to 19th June 2016 (536 days). Every result below is measured on the 

test period, and the simulation runs continuously from the start of the warm-up, so the test period begins from the state that the 

calibration year left behind. All samples share the same stores and the same calendar, so the confidence intervals reported below 

reflect variation across products, not across demand paths. 

 

5.2. PARAMETERS AND TUNING 

Table 2 lists the parameters. Costs are expressed per unit of product cost. The holding costs correspond to annual rates of about 

73% at the stores and 37% at the DC, including space and handling. A lost sale costs half a unit, which gives a daily critical ratio 

b/(b + hr) of about 0.996, and overflow space carries a premium of three times the DC holding cost, so a unit in overflow space 

costs four times as much as a unit in the DC. Quantities are continuous, and the storage space counts units without regard to 

product volume. The shared resources are set relative to M, the mean total daily demand of the sample over the period being 

simulated, which is the calibration year during tuning and the test period during testing. Production capacity is K = M/ρK and 

transport capacity is T = M/ρT, where ρ is the utilisation at mean demand, and storage space W is a number of days of mean 

demand. Setting the resources from realised demand fixes the utilisation of each scenario exactly, but it means that capacity 

anticipates the test period's demand level. The base case uses ρK = 0.90, ρT = 0.85 and W = 1.5 days, so each resource binds on 

some days but not on most. Across samples, M ranges from 746 to 1,441 units a day in the test period. 

 
TABLE 2 Simulation Parameters 

Parameters Values 

Stores R, products P per sample 10, 50 (500 store-product series) 

Product samples (seeds) 20 

Lead times Lr (DC to store), Lm (production to DC) 2 days, 4 days 

Holding cost hr (store), hd (DC) 0.002, 0.001 per unit-day 

Lost-sale cost b 0.5 per unit 

Overflow premium co 0.003 per unit-day above W 

Forecast smoothing α 0.1 

Production capacity K M/ρK, base ρK = 0.90 

Outbound transport T M/ρT, base ρT = 0.85 

Storage space W base 1.5 days of M 

Warm-up, calibration, test 90 days, 2014, 1 Jan 2015 to 19 Jun 2016 
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The safety factors zr and zd change which mechanism looks best, so each mechanism is given its own. For each seed and 

mechanism, we choose the pair that minimises mean daily cost over the calibration year under the base resources. The search 

evaluates a coarse grid, zr ∈ {1, 2, ..., 8} and zd ∈ {−2, −1, ..., 6}, and then the eight neighbours of the best point at a step of 0.5. 

The chosen pair is then fixed for every test scenario. Section 6.1 reports the chosen values, and Section 6.2 repeats the main 

comparison with equal safety factors. 
 

5.3. SCENARIOS 

The base case is followed by sweeps over one resource at a time, with production utilisation ρK from 0.80 to 0.98, transport 

utilisation ρT from 0.75 to 0.95 and storage space W from 1 to 3 days of demand, and by a tight case with ρK = 0.95, ρT = 0.95 

and W = 1 day. Two events are placed at random dates in the test period, at least 60 days from either end. In the disruption 

scenario, the plant runs at 40% of capacity for 14 days. In the surge scenario, demand for a random 30% of products rises by 

60% in the four California stores for 21 days, which the agents do not know in advance. Storage space enters decisions only 

through the storage check, so for mechanisms without the check the storage sweep changes only the overflow cost. To test 

sensitivity to the cost parameters, the base case is repeated on the first 10 samples with co halved and doubled and with b halved 

and doubled, returning the safety factors for each setting on the coarse grid. 
 

5.4. METRICS 

We report mean daily cost (5) and its components, the fill rate (units sold over units demanded), the share of product-days on 

which outstanding store orders exceed DC stock, the share of days on which transport or production capacity limits what is 

shipped or produced, and the share of days on which end-of-day DC stock exceeds W. Bullwhip is measured as the ratio of the 

variance of orders to the variance of demand at the same stage [5], as the median over store-product series for store orders and 

over products for DC orders against total store demand. We also report the variance of shipments to stores relative to their 

demand. Decision stability is the mean absolute day-to-day change in total DC orders divided by their mean. Communication is 

counted analytically as the number of values that agents and the coordination layer exchange per day, and computation as the 

time spent per simulated day in the DC's allocation of stock and transport and in the plant's allocation and release of production. 

Differences between mechanisms are reported as the mean of the per-sample percentage differences, with a 95% confidence 

interval and a one-sample t-test on those differences over the 20 samples. For the main comparison across the 14 scenarios, we 

also apply a Holm correction. 
 

6. RESULTS 
6.1. BASE CASE 

Table 3 reports the base case over 20 product samples. Mean total demand was about 1,030 units a day, so a daily cost of 21 

corresponds to about 2% of the product cost of the units sold. How conflicts were resolved when agents acted on their own 

mattered most. Proportional rationing cost 18.6% less than independent agents (95% CI 17.0% to 20.2%, lower in all 20 samples). 

Most of the difference was lost sales (9.40 against 6.03) and overflow (1.54 against 0.27). Serving stores in a random order each 

day filled some stores completely while others received nothing, and the DC, forecasting the resulting uneven orders, held 1.9 

days of stock against 1.1 days. 
 

TABLE 3 Base Case Over 20 Product Samples (Ρk = 0.90, Ρt = 0.85, W = 1.5 Days). Daily Cost is the Mean Daily Cost (5) With Its 

95% Confidence Interval across Samples, And its Components are Holding, Lost Sales and Overflow. DC and Store Stock Are Mean 

End-Of-Day Stock in Days Of Total Demand. Zr and Zd are the Median Safety Factors Chosen on the Calibration Year 

Mechanism Daily 

cost 

Holding Lost sales Overflow Fill rate 

(%) 

DC stock 

(days) 

Store 

stock 

(days) 

zr, zd 

Independent 
26.18 ± 

2.60 
15.23 9.40 1.54 98.20 1.89 6.50 4.5, 1.5 

Proportional 
21.30 ± 

2.25 
15.00 6.03 0.27 98.84 1.08 6.76 5, 0.5 

Information 

sharing 

23.11 ± 

2.41 
14.57 7.79 0.75 98.50 1.42 6.40 5, 2.25 

Coordinated 
21.37 ± 

2.01 
15.10 6.13 0.14 98.82 1.00 6.85 5.5, 0.5 

Coordinated, 

echelon 

22.95 ± 

2.18 
14.98 7.76 0.20 98.50 1.14 6.73 5.25, 2 

Coordinated 

without 

balanced 

allocation 

21.45 ± 

2.38 
15.18 6.12 0.15 98.83 1.02 6.87 5, 1 

Coordinated 

without storage 

check 

21.01 ± 

1.89 
14.90 5.85 0.27 98.87 1.12 6.70 5, 0.5 
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Information sharing with echelon ordering cost 8.6% more than proportional rationing with installation ordering (95% CI 6.3% 

to 10.8%, higher in all 20 samples). It did reduce the variability of the DC's orders (Table 6), but it held more stock at the DC 

(1.42 against 1.08 days), less at the stores (6.40 against 6.76 days), and lost 29% more sales. We tested two explanations with 

separate runs on all 20 samples, retuning both mechanisms on the coarse grid in each case (with this tuning, the gap in the base 

case was 9.1%). The first is the balance assumption behind echelon policies [7], [10]. The echelon position counts all stock at 

the stores, including stock of slow sellers that one store holds in excess and that cannot be moved to another store that is short, 

so the DC orders too little of those products. When the ten stores were merged into a single store, so that no stock could be 

stranded, echelon ordering cost 4.4% less than installation ordering (95% CI 3.0% to 5.8%, lower in 18 of 20 samples). The 

second explanation is censoring, because agents forecast from sales, which fall when stores are out of stock. When all agents 

forecast from true demand, echelon ordering still costs 5.7% more (95% CI 3.6% to 7.8%, higher in all 20 samples). Stock 

stranded at the wrong store is therefore likely the main reason, and censored sales account for somewhat over a third of the gap. 

Merging the stores also pools their demand, so the first test does not isolate imbalance completely. 

 

The coordinated mechanism, which adds balanced allocation and the storage check to installation ordering, costs the same as 

proportional rationing in the base case (difference +0.7%, 95% CI −1.4% to 2.8%, p = 0.47). The coordinated mechanism with 

echelon ordering cost the same as information sharing (−0.4%, p = 0.67). The tuned safety factors were high at the stores, with 

a median zr of 4.5 to 5.5, because a lost sale costs 250 times as much as a day of store holding. All chosen values were inside the 

search grid, and the cost at the nearest coarse-grid points was a median of 0.4% to 2.0% above the optimum, depending on the 

mechanism. 

 

6.2. WHEN COORDINATION MATTERS 

Table 4 reports cost in every scenario, and Figure 3 shows the three resource sweeps. Independent agents cost the most in every 

scenario, and information sharing costs more than proportional rationing in every scenario. The coordinated mechanism's 

advantage over proportional rationing depended on whether production or transport capacity was close to its limit. With 

production at 95% utilisation it cost 4.7% less (p < 0.001, lower in 17 of 20 samples); at 98% it cost 7.8% less (19 of 20); and 

with transport at 95% it cost 11.9% less (95% CI 9.7% to 14.1%, 19 of 20). These three differences remain significant after a 

Holm correction over the 14 scenarios. In the tight case, the difference was 4.1% (p = 0.030, not significant after correction), 

and with transport at 90% it was 1.6% (p = 0.096). With slack production and transport, and in the surge scenario, the two 

mechanisms cost the same. With one day of storage space, the coordinated mechanism cost 5.9% more (p = 0.006, 0.068 after 

correction), for a reason that Section 6.4 traces to the storage check. 

 
TABLE 4 Mean Daily Cost by Scenario (20 Product Samples) for the Independent (Indep.), Proportional (Prop.), Information 

Sharing (Info), Coordinated (Coord.) and Coordinated with Echelon Ordering (Coord. E) Mechanisms. The Last Three Columns 

Compare the Coordinated Mechanism with Proportional Rationing, With the Mean Paired Difference in Percent and its 95% 

Confidence Interval, The P-Value of a T-Test on the Paired Differences and its Holm-Adjusted Value Over the 14 Scenarios, And the 

Number of Samples in Which the Coordinated Mechanism Cost Less 

Scenario Indep. Prop. Info Coord. Coord. E Coord. vs Prop. (%) p Holm p Lower 

Base (ρK 0.90, 

ρT 0.85, W 1.5) 

26.18 21.30 23.11 21.37 22.95 +0.7 ± 2.1 0.469 1.000 8/20 

ρK = 0.80 25.25 20.57 22.83 20.58 22.37 +0.2 ± 1.6 0.828 1.000 13/20 

ρK = 0.85 25.20 20.44 22.57 20.69 22.42 +1.3 ± 1.5 0.102 0.863 6/20 

ρK = 0.95 29.98 25.24 26.30 23.90 25.12 −4.7 ± 2.0 < 0.001 < 0.001 17/20 

ρK = 0.98 33.96 29.54 30.31 27.05 28.18 −7.8 ± 2.2 < 0.001 < 0.001 19/20 

ρT = 0.75 25.76 21.27 23.02 21.43 22.99 +1.1 ± 2.2 0.310 1.000 8/20 

ρT = 0.90 27.65 21.73 23.73 21.27 22.85 −1.6 ± 2.0 0.096 0.863 12/20 

ρT = 0.95 33.53 26.82 28.91 23.44 24.87 −11.9 ± 2.2 < 0.001 < 0.001 19/20 

W = 1.0 day 27.44 21.86 23.98 23.16 24.88 +5.9 ± 4.0 0.006 0.068 5/20 

W = 2.0 days 25.32 21.10 22.64 20.99 22.46 0.0 ± 1.9 0.979 1.000 8/20 

W = 3.0 days 24.70 21.03 22.38 20.91 22.35 −0.1 ± 1.8 0.901 1.000 8/20 

Tight (ρK 0.95, 

ρT 0.95, W 1.0) 

34.24 26.79 28.82 25.57 27.20 −4.1 ± 3.7 0.030 0.305 16/20 

Production 

disruption 

30.40 24.97 26.50 24.65 26.22 −0.9 ± 2.5 0.462 1.000 14/20 

Demand surge 26.80 21.80 23.55 21.81 23.40 +0.5 ± 2.1 0.654 1.000 10/20 
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FIGURE 3 Cost of the Five Mechanisms as One Shared Resource is Tightened at a Time, With the Other Two at their Base Values. 

Cost is Indexed to Each Sample's Proportional-Rationing Cost in the Base Case (= 100). Error Bars are 95% Confidence Intervals 

across the 20 Samples. Storage Space Affects Decisions Only through the Storage Check, So for the Mechanisms without it the Right 

Panel Reflects Overflow Cost Alone 

 

A similar pattern held between the two mechanisms with echelon ordering. The coordinated mechanism with echelon ordering 

cost 3.8%, 6.3% and 13.2% less than information sharing at 95% and 98% production utilisation and 95% transport utilisation 

(all p ≤ 0.004). It also cost 1.9% less at 80% production utilisation (p = 0.016, 0.16 after correction), a smaller advantage with 

slack capacity that does not fit the pattern. Because each mechanism has its own tuned safety factors, we repeated the comparison 

with the coordinated mechanism run at proportional rationing's safety factors. The differences were almost unchanged, at −4.6%, 

−7.4% and −11.6% in the same three scenarios and +0.2% in the base case, so in these scenarios the advantage comes from the 

allocation rule and not from different safety stocks. In the tight case, the difference at equal safety factors was smaller (−2.6%, 

p = 0.12), and for the echelon pair at 95% production utilisation it fell to −2.4% (p = 0.06). 

 

6.3. DISRUPTION AND DEMAND SURGE 

In the disruption scenario, the plant ran at 40% of capacity for 14 days. Figure 4 shows the daily fill rate around the event, 

averaged over the 20 samples. Fill rates began to fall about a week into the disruption, when stock in the pipeline had been used, 

and reached their lowest point about 19 days after it began, once the last reduced production had reached the stores. During the 

14 days of reduced production, the coordinated mechanism kept a fill rate of 95.4%, against 93.7% for proportional rationing (p 

= 0.005, higher in 15 of 20 samples), 94.2% for information sharing and 92.2% for independent agents. Balanced allocation gave 

scarce production first to the products whose echelon stock was lowest, which delayed the fall in fill rate. Recovery over the 

following 28 days was similar for all mechanisms except independent agents (88% to 89% against 85%). Over the whole test 

period, however, the coordinated mechanism's cost was not significantly different from proportional rationing (−0.9%, p = 0.46), 

because the storage check offset part of the gain (Section 6.4). 

 

 
FIGURE 4 Daily Fill Rate Around a 14-Day Production Disruption (Shaded), Averaged Over the 20 Product Samples. Day 0 is the 

First Day of Reduced Production 

 

The regional demand surge raised demand for 30% of products by 60% in the four California stores for 21 days. It created 

competition between stores for DC stock, but all mechanisms except independent agents absorbed it. During the surge, the fill 

rate was 97.8% for the coordinated mechanism and 97.5% for proportional rationing (p = 0.40), against 96.2% for independent 

agents. 
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6.4. ABLATION 

Table 5 changes one component of the coordinated mechanism at a time. Balanced allocation was the component that mattered. 

Without it, cost rose by 5.9% and 9.6% with production at 95% and 98% utilisation, by 11.6% with transport at 95% and by 

9.3% in the tight case (all p < 0.001), and it made no difference with slack resources. Used alone, without the storage check, 

balanced allocation cost 5.8%, 8.6%, 7.8% and 8.9% less than proportional rationing in the same four scenarios, 2.9% less in the 

disruption and 3.0% less with transport at 90% (all p ≤ 0.003), and the same in the base case. 

 
TABLE 5 Ablation of the Coordinated Mechanism (20 Product Samples). Each Column Changes one Component and Reports the 

Paired Change in Mean Daily Cost Relative to the Full Coordinated Mechanism, With its 95% Confidence Interval and P-Value. In 

the First two Columns, Positive Values Mean that the Component Lowers Cost. In the Last Column, Positive Values Mean that 

Echelon Ordering Raises Cost 

Scenario Coordinated cost Without balanced 

allocation (%) 

Without storage 

check (%) 

With echelon 

ordering (%) 

Base (ρK 0.90, ρT 

0.85, W 1.5) 

21.37 0.0 ± 2.3 (p = 0.967) −1.5 ± 1.0 (p = 0.006) +7.4 ± 2.2 (p < 

0.001) 

ρK = 0.95 23.90 +5.9 ± 2.4 (p < 0.001) −1.2 ± 0.9 (p = 0.016) +5.2 ± 2.3 (p < 

0.001) 

ρK = 0.98 27.05 +9.6 ± 2.9 (p < 0.001) −0.8 ± 0.9 (p = 0.061) +4.4 ± 2.9 (p = 

0.005) 

ρT = 0.95 23.44 +11.6 ± 2.5 (p < 0.001) +4.8 ± 1.8 (p < 0.001) +6.3 ± 2.2 (p < 

0.001) 

W = 1.0 day 23.16 −0.7 ± 4.5 (p = 0.743) −5.8 ± 3.1 (p < 0.001) +7.6 ± 4.1 (p < 

0.001) 

Tight (ρK 0.95, ρT 

0.95, W 1.0) 

25.57 +9.3 ± 4.5 (p < 0.001) −4.6 ± 2.9 (p = 0.003) +6.7 ± 4.1 (p = 

0.003) 

Production disruption 24.65 +2.9 ± 2.1 (p = 0.011) −1.9 ± 1.4 (p = 0.014) +6.6 ± 2.9 (p < 

0.001) 

 

The storage check lowered cost only when transport was the bottleneck. With transport at 95% utilisation, shipments were limited 

by the dock rather than by stock, stock built up at the DC, and removing the check raised cost by 4.8% (p < 0.001). In most other 

scenarios removing the check lowered cost slightly, and with one day of storage space or in the tight case removing it lowered 

cost by 5.8% and 4.6%. The check holds back production whenever projected DC stock would exceed W. In the one-day case it 

did so on 44% of days, and the production it deferred was later missing at the stores. Overflow cost fell from 0.85 to 0.21, but 

lost-sale cost rose from 5.85 to 8.81. A hard cap on production is too blunt when overflow space is available at a moderate 

premium. Replacing installation ordering with echelon ordering raised cost by 4.4% to 7.6% in every scenario in Table 5. 

 

6.5. STABILITY, COMMUNICATION, COMPUTATION AND SCALE 

Table 6 reports how the mechanisms behaved in the base case. Store orders varied about 2.2 to 2.3 times as much as store demand 

under every mechanism, because all stores used the same policy. DC orders varied 4.4 to 4.8 times as much as total demand with 

installation ordering and 4.0 to 4.1 times with echelon ordering, so shared information reduced the bullwhip effect at the DC [3], 

[5], as expected, even though it raised cost. Balanced allocation made shipments to stores more variable (1.9 against 1.6 times 

demand), because it sends stock to whichever stores are lowest on a given day. Conflicts were frequent. Outstanding store orders 

exceeded DC stock on 38% of product-days with proportional rationing and on 51% with the coordinated mechanism, whose 

storage check kept the DC leaner, and the plant backlog exceeded capacity on 63% and 72% of days. 

 

In Table 6 Behaviour of the mechanisms in the base case (means over 20 samples). Variance ratios are medians over store-

product series (store orders and shipments against store demand) or over products (DC orders against total store demand). DC 

order change is the mean absolute day-to-day change in total DC orders as a share of their mean. Stock conflicts are product-

days on which outstanding store orders exceeded DC stock. Transport binding counts days on which transport limited shipments, 

and storage check binding counts days on which the check reduced production. Values exchanged per day are counted 

analytically with R = 10 and P = 50, as 2RP + 2P for the first two mechanisms (store orders and shipments, DC orders and 

releases), 5RP + 2P for information sharing (adding each store's stock position, target and sales), and 6RP + 4P + 1 for both 

coordinated mechanisms (adding each store's stock position, forecast, forecast error and sales, from which the layer also keeps a 

chain-level sales forecast, together with DC stock and space and plant backlog). Allocation time covers the DC's allocation of 

stock and transport and the plant's allocation and release of production, in single-threaded Python. 

 
TABLE 6 Comparative Performance Measures Across Different Inventory Coordination Strategies 

Measures Indep. Prop. Info Coord. Coord. E 

Store orders / demand variance 2.19 2.30 2.20 2.34 2.32 

Store shipments / demand variance 2.35 1.61 1.61 1.95 1.90 
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DC orders / demand variance 4.81 4.40 3.98 4.36 4.09 

DC order change (% of mean) 31.7 30.0 28.5 30.2 29.0 

Stock conflicts (% of product-days) 18.9 37.5 33.3 51.0 53.9 

Transport binding (% of days) 27.1 17.0 22.5 22.4 22.5 

Backlog above capacity (% of days) 62.0 63.0 61.0 72.1 79.3 

Storage check binding (% of days) 0.0 0.0 0.0 18.6 30.7 

DC stock above W (% of days) 69.8 21.6 41.6 15.6 23.6 

Values exchanged per day 1,100 1,100 2,600 3,201 3,201 

Allocation time (ms per day) 0.19 0.17 0.18 0.99 1.01 

 

The coordinated mechanism exchanged 3,201 values per day against 1,100 for proportional rationing, and its allocation steps 

took about 1.0 ms per simulated day against 0.2 ms. To check how this scales, we reran the base case on five new product samples 

with 25 to 400 products and 10 stores (250 to 4,000 store-product series), and with 50 products and 2 or 5 stores, using the 

median safety factors of Table 3 without retuning. Allocation time for the coordinated mechanism grew from 0.9 ms to 1.7 ms 

per day across these sizes, because the water-filling steps are vectorised and use a fixed number of bisection steps. Some relations 

held at every size. Proportional rationing cost 17% to 22% less than independent agents on average, and information sharing cost 

8% to 15% more than proportional rationing. The coordinated mechanism cost between 1.9% less and 6.5% more than 

proportional rationing on average, and it was the cheapest mechanism only with five stores. With 100 to 400 products, it cost 

1.6% to 3.1% more than proportional rationing, and with 400 products it cost more in all five samples, which is consistent with 

the base-case cost of the storage check (Section 6.4). The order of the mechanisms with echelon ordering varied with size. With 

25 products, where per-sample differences between the coordinated mechanism and proportional rationing ranged from −13% 

to +41% and the untuned safety factors fit least well, the coordinated mechanism with echelon ordering cost slightly more than 

independent agents. 

 

6.6. SENSITIVITY TO COSTS 

Table 7 repeats the base case on the first 10 samples with the overflow premium and the lost-sale cost halved and doubled, 

retuning the safety factors for each setting. Information sharing cost more than proportional rationing in every setting, by 5.4% 

to 17.7% (all p ≤ 0.01). The coordinated mechanism was not cheaper than proportional rationing in any cost setting of the base 

case, and with a doubled lost-sale cost it was 5.9% more expensive (p = 0.028). This is consistent with Section 6.4. In the base 

case balanced allocation has little to do, and the storage check trades overflow for lost sales, which is a poor trade when lost sales 

are expensive. 

 
TABLE 7 Sensitivity of the Base Case to the Cost Parameters (First 10 Product Samples, Safety Factors Retuned for Each Setting on 

the Coarse Grid). The First Row gives the Base Costs on the Same 10 Samples With the Same Coarse Tuning 

Cost setting 
Proportional 

cost 

Coordinated vs 

Proportional (%) 
p 

Information sharing vs 

Proportional (%) 
p 

Base costs 19.61 +1.6 ± 1.8 0.082 +10.3 ± 4.4 < 0.001 

co = 0.0015 (halved) 19.45 +1.7 ± 1.8 0.053 +11.7 ± 8.1 0.010 

co = 0.006 (doubled) 20.02 0.0 ± 2.1 0.998 +9.0 ± 4.4 0.001 

b = 0.25 (halved) 16.13 +0.4 ± 1.1 0.435 +5.4 ± 2.4 < 0.001 

b = 1.0 (doubled) 23.72 +5.9 ± 5.1 0.028 +17.7 ± 11.0 0.006 

 

7. DISCUSSION 
The results give an order of priorities for coordinating agents that share inventory and capacity, and they run against some 

common expectations. The first priority is the rule for rationing scarce stock and capacity. Serving whoever comes first cost 

about 23% more than proportional rationing, because it concentrated shortages on some stores and made the DC's demand signal 

more erratic. Any coordination layer should at least replace first come, first served with a rule that spreads shortages. 

 

The second finding is that sharing point-of-sale data for echelon ordering raised cost in this setting, even though it damped the 

DC's bullwhip. This agrees with earlier findings that the value of shared information is often small and depends on the setting 

[6], [32], and with the known weakness of echelon policies when stock downstream cannot be rebalanced [10]. In a chain whose 

stores sell many slow products and lose unmet demand, the echelon position overstates how much stock is usable, and when the 

stores were merged so that stock could not be stranded, echelon ordering became the cheaper rule. Installation ordering on real 

store orders was the better base, and in this setting shared information was more useful for allocation than for ordering. 

 

The third finding concerns the coordination layer itself. Conflict-aware allocation, which gives scarce stock, transport and 

production to the stores and products at greatest risk of stock-out, paid off when production ran at 95% to 98% of capacity or 

transport at 90% to 95%, where on its own it cut cost by 3% to 9% relative to proportional rationing, and during a disruption, 

where the coordinated mechanism kept the fill rate 1.7 points higher. With spare capacity, it made no difference, because the 
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conflicts it resolves were small. The storage check, by contrast, helped only when transport was the bottleneck and hurt when 

storage was tight, because it deferred production that the stores later needed. As a result, balanced allocation without the storage 

check was the cheapest configuration in 13 of the 14 scenarios, all except the one in which transport was the bottleneck, and it 

was never significantly worse than proportional rationing. Explicit constraint checks are useful, but a check that enforces a soft 

limit as a hard cap can cost more than the violation it prevents. A practical reading is to use balanced allocation wherever a 

resource is regularly near its limit, and to apply storage checks only with a rule that weighs the cost of overflow against the cost 

of deferred production. 

 

These findings concern how a coordination layer resolves the orders of agents that follow fixed order-up-to policies. The same 

layer could sit behind learning or language-model agents, whose orders are harder to predict [18], [22], but whether its allocation 

and checks help such agents in the same way has not been tested here. 

 

The communication cost of coordination is modest. The coordinated mechanism exchanges about three times as many values 

per day as proportional rationing, because each store posts its stock position, forecast, forecast error and sales with its order, and 

it needs about a millisecond of computation per day for 500 store-product series. These costs assume that stores are willing to 

share their state with the coordination layer. 

 

8. LIMITATIONS AND FUTURE WORK 
The study has several limitations. The network has one plant, one DC and ten stores. Real networks have several DCs, 

transshipment between stores and several plants and transshipment in particular would ease the imbalance that hurt echelon 

ordering here. The test in which the stores were merged also pools their demand, so it does not isolate imbalance completely. 

Demand is recorded sales, which understate demand on days when a store was out of stock, and it is treated as independent of 

the decisions studied here. All samples share the same stores and calendar, so the confidence intervals reflect variation across 

products and not across demand paths. All agents follow order-up-to policies with exponentially smoothed forecasts and normal 

approximations, which fit slow-moving store-level series only roughly. Quantities are continuous, storage space counts units 

without regard to volume, lead times are fixed, and capacity has no setups or batch sizes. Agents that learn their policies, negotiate 

or act strategically, for example by inflating orders when they expect to be rationed [11], [12], may respond differently to each 

mechanism, and our proportional mechanism assumes truthful orders, which favours it. The shared resources were scaled to the 

realised demand of the period being simulated, so capacity anticipated the level of test-period demand. Safety factors were tuned 

once, under the base resources and costs, and kept fixed across scenarios, which is how an operator facing an unexpected 

disruption would be placed, but retuning per scenario could change some differences. The storage check uses a simple projection 

and a hard cap, and Section 6.4 shows that this is its main weakness. Finally, we do not compare against a centralised planner 

that optimises over the whole horizon, so the distance of each mechanism from the best achievable cost is unknown. 

 

Future work should replace the hard storage cap with a check that weighs overflow cost against deferred production, extend the 

network to several DCs with transshipment, and add a rolling-horizon optimisation benchmark. It should also place learning or 

language-model agents behind the same coordination layer and test whether its allocation and checks keep their plans feasible 

and stable. 

 

9. CONCLUSION 
This paper studied how software agents that share DC stock, outbound transport, DC storage and production capacity should be 

coordinated. It formulated the shared-resource constraints and proposed a coordination layer that aggregates agent state, detects 

conflicts, allocates scarce resources to balance projected stock-out risk, and checks planned production against storage space. In 

a simulation driven by the real daily sales of 50 products in ten Walmart stores, over 20 product samples and 536 test days, three 

results stand out. First, the rationing rule matters most when agents act independently, and proportional rationing cost 18.6% less 

than first-come, first-served. Second, echelon ordering on shared point-of-sale data reduced the DC's order variability but raised 

cost by 8.6%, most likely because stock held at one store could not serve another, since it became the cheaper rule when the 

stores were merged. Third, the full layer added nothing when capacity was slack, but cut cost by 4.7% to 11.9% when production 

or transport ran at 95% utilisation or more and kept service higher during a production disruption. Balanced allocation produced 

most of this gain, while the hard storage check helped only when transport was the bottleneck and hurt when storage was tight. 

Balanced allocation without the storage check was the cheapest configuration in every scenario except the one in which transport 

was the bottleneck. For practitioners, the results suggest replacing first come, first served with at least proportional rationing, 

checking whether downstream stock can be rebalanced before relying on echelon ordering, using balanced allocation wherever 

a resource regularly runs near its limit, and designing constraint checks that weigh the cost of a violation against the cost of 

preventing it. 
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